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Abstract
Aerodynamic shape optimization based on computational fluid dynamics (CFD) requires three steps: updating the geometry based on the design variables, updating the
CFD surface mesh for the new geometry, and updating the CFD volume mesh based
on the new surface mesh. While there are many tools available for the first and third
steps, the methods available for the second step are insufficient for geometries that
have intersecting components. For these geometries, the CFD surface mesh needs to
be updated near component intersections to conform to the component geometries and
the updated intersection curves. To address this need, we introduce a method that can
deform the CFD surface mesh nodes near component intersections. The method can
handle arbitrary design changes for each intersecting component as long as the geometric topology is unchanged. Furthermore, the method is suitable for gradient-based
optimization because it smoothly deforms every CFD surface node without introducing
topological changes in the CFD surface mesh. In this paper, we detail each step of the
proposed method and visualize the range of design changes that can be achieved with
this approach. Finally, we use the proposed method in an aerodynamic shape optimization problem to optimize the wing-body intersection of the DLR-F6 configuration.
These results demonstrate the effectiveness of the proposed method in a high-fidelity
design optimization framework. The method applies to both structured and unstructured CFD meshes and makes it possible to use computer-aided design and conceptual
design geometry tools within high-fidelity design optimization.
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Introduction

In aircraft design optimization studies, high-fidelity computational fluid dynamics
(CFD) simulations are used to evaluate the aerodynamic performance of the given
design [1–8]. The CFD mesh needs to be updated as the outer mold line (OML) of
the design changes to perform CFD-based shape optimization. Therefore, the design
optimization framework requires a robust process that takes the geometric design variables that define the OML as inputs and outputs an updated volume mesh for the CFD
solver. There are two main approaches to achieve this: We can either re-create a mesh
starting from the new OML or deform an existing mesh to conform to the new OML.
Despite recent advancements in automated meshing software tools [9–11], these
tools are still not fast and robust enough to be used in a high-fidelity design optimization framework. Furthermore, topology changes in the computational mesh between
design iterations result in numerical noise in the functions of interest, which results in
additional difficulties during optimizations [12]. As a result, instead of creating a new
computational mesh at each design iteration, we focus on modifying the initial mesh
to conform to the updated OML.
The process for creating an updated volume mesh using geometric design variables
can be broken down into three main steps: (1) translating geometric design variables
into updated surfaces that define the OML of the design; (2) deforming the CFD
surface mesh based on the OML; and (3) propagating the displacements of the CFD
surface mesh to the CFD volume mesh. In Sections 1.1–1.3, we summarize the available
approaches and recent advancements for each of these steps. We present the scope of
the method we introduce in this paper in Section 1.4.

1.1

Geometry

In the first step of this process, the geometry tool generates the updated design OML
from the geometric design variables. The review articles by Samareh [13] and Zhang
et al. [14] provide summaries of various geometry parametrization approaches used
in multidisciplinary design optimization (MDO). Despite the wide range of available
geometry parametrization approaches, the free-form deformation (FFD) approach has
been the most common geometry manipulation approach used in this field [15, 16].
In the FFD approach, the design changes are represented as deformations of a volume instead of computing the OML. This approach is preferred because of its flexibility
and the ease of computing derivatives analytically, which are required for gradientbased optimization. However, this approach does not support the needs of industrial
applications [17] and makes it challenging to communicate the optimization results
between institutions.
Besides the FFD approach, other geometry parametrization methods in design optimization include computer aided design (CAD) software [18–20] and conceptual design
geometry (CDG) tools [21–23]. These tools are the preferred geometry models from
an industrial standpoint, and they have many advantages over the FFD approach.
Most importantly, these tools represent design intent directly: the geometry parameterization with these tools uses human-readable design variables instead of arbitrary
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deformations of the FFD control points. As a result, designers can apply their intuition during an optimization process, and the results of optimizations can easily be
communicated between institutions and optimization frameworks.
While the use of CAD and CDG tools in MDO has been limited [24–26], recent
advancements in these tools have removed some of the technical barriers causing this.
Dannenhoffer and Haimes [27] modified the Engineering Sketch Pad (ESP) [19] to provide derivatives of the geometry model with respect to the design variables. To compute
the derivatives, they used a mixture of algorithmic differentiation (AD) and finite differences (FD). Similarly, Banović et al. [28] performed AD of the Open CASCADE
Technology, and Agarwal et al. [29] developed a parametric design velocity computation technique using adjoint methods. These advancements provide the foundations for
using these geometry tools within the context of gradient-based optimization. However, additional tools to deform the surface meshes using these geometry models are
required, which we discuss in the next section.

1.2

Surface Mesh Deformation

The second step in this process is to update the CFD surface mesh to conform to the
updated OML, and several approaches exist for this purpose. For the FFD approach,
the surface mesh nodes can be directly embedded in the FFD volume [15]. This is
equivalent to projecting these nodes to the three-dimensional volume. In this context,
a projection can be viewed as finding the parametric coordinates of the projection point
in the FFD volume, where the Cartesian coordinates of the projection point are within
some tolerance relative to the original point. Once every surface CFD node is embedded
in the FFD volume, these points can be tracked throughout the optimization process.
Their Cartesian coordinates can be re-evaluated using the parametric coordinates of
the projections every time the FFD volume is deformed to change the design geometry.
For CAD and CDG tools, where the geometry is defined as a continuous surface, a
similar process can be followed. For these cases, the surface mesh nodes can again be
projected to the continuous surface geometry. In this context, a projection is equivalent
to finding the parametric coordinates of the projection point on the continuous surface
that is closest to the surface mesh node in Cartesian coordinates. Once these parametric
coordinates are found, the surface mesh nodes can be updated by forming rigid links
between these projection points, or the Cartesian coordinates of the projected points
can be used directly to update the surface mesh nodes [30, 31]. Furthermore, with
these geometry tools, the surface mesh generation process itself can be automated. If
the parametric coordinate information of the initial surface mesh is saved, this can be
used later to update the surface mesh without projecting the points to the continuous
surfaces [18, 32].
Using these approaches, deforming the surface nodes of a component that does not
intersect with any other component is straightforward. However, regardless of the geometry tool, no established method exists to robustly handle design changes near intersecting components. Once the design of intersecting components changes, the surface
mesh nodes on both components must be displaced to conform to the new component
intersection [12]. This is because CFD solvers require airtight computational meshes
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that conform to the design OML.
There are several approaches to address this problem. Kim and Nakahashi [33]
developed a surface mesh deformation method near junctions using the geodesic displacements of the intersection nodes and a mesh deformation approach based on a
spring analogy. Koc et al. [34] used this method to perform one of the earliest examples of design optimization that includes component intersections. However, this
method uses a surface reconstruction step, and as a result, the deformed surface mesh
nodes are not guaranteed to lie on the design OML. Furthermore, the method cannot guarantee to preserve features such as a blunt trailing edge because the surface
mesh is deformed only with the displacement of the intersection nodes. There are no
corrections for the displacements of the curves that define these features. Brezillon
and Dwight [35] performed optimization of a wing-fuselage intersection, where they
deformed the CAD control points using FFD volumes. In this work, after obtaining
an updated CAD model, they re-generated the computational mesh at every iteration.
Furthermore, they used FD to obtain the derivatives of mesh points with respect to the
design variables, which required generating as many meshes as the number of design
variables at each design iteration. Because each mesh generation took on the order of a
minute to complete, this method is impractical for gradient-based optimization involving hundreds of design variables. Xu et al. [36] performed a CAD-based optimization
of a wing-body junction, where the surface mesh nodes are deformed in parametric
space to conform to the updated intersection curve at each iteration. This approach
limited the design changes that can be achieved because the mesh nodes cannot move
across surface patches that define the CAD geometry. Mykhaskiv et al. [37] used the
method developed by Xu et al. [36] and performed design optimization of a wing-body
configuration using a differentiated CAD kernel. All of the approaches described so far
were limited in terms of the range of design changes allowed.
Secco et al. [38] developed the most flexible and advanced approach in this field
using overset meshes and later used this method to optimize the design of a strut-braced
wing [39]. In this approach, the surface collar mesh that conforms to the intersection
of the two components is re-computed at every design iteration. Then, the surface
nodes of the collar mesh are used to deform the volume nodes of the collar mesh,
while the remaining volume cells, consisting of component and background meshes,
are deformed with respect to the changes in these surfaces. As a result, this method
is much more flexible than previously proposed approaches: the users only need to
maintain a consistent geometric topology at each design iteration. In this context, a
consistent geometric topology means that the components that intersect each other
with the original design also intersect when the design is updated. The components
that do not initially intersect do not form a new intersection as the design is updated.
However, even minimal design changes can change the overset-mesh topology, while the
geometric topology is unchanged. This change in the overset-mesh topology can cause
the optimizer to have problems to converge during the final stages of an optimization
because of the noise introduced by the changing mesh topology [12], which is the
main disadvantage of the method. Furthermore, the method is demanding to set up
and involves many tunable parameters that might not be optimal for a wide range of
applications.
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1.3

Volume Mesh Deformation

In the third step of this process, the surface mesh nodes’ changes are propagated to
the volume mesh nodes. Once the coordinates of the nodes that define the surface
mesh are updated, many well-established mesh deformation methods can be used to
propagate the changes in the surface nodes to the volume nodes.
Methods based on radial basis functions (RBF) [40, 41] provide great robustness.
However, these methods require solving a linear system whose size is equal to the
number of boundary nodes used to prescribe displacements.
Besides RBF based methods, there are several approaches based on an inversedistance weighing [42]. While these methods only contain explicit computations, the
number of computations required to update a large mesh can be limiting. To address
this, Luke et al. [43] proposed an approximation of this approach and demonstrated
that the method’s performance could be greatly improved with a small sacrifice in
accuracy. Secco et al. [44] detail efficient mesh generation and deformation methods
for MDO, and they introduce the IDWarp package, which is a volume mesh deformation
tool based on the method developed by Luke et al. [43]. IDWarp is available under an
open-source license, and it is the volume mesh deformation tool we use herein.1

1.4

Scope of the Proposed Method

There are many well-established and robust approaches for the first and third steps in
this process for obtaining an updated volume mesh starting from design variables [45].
However, progress in tools for the second step has been limited, and there is no standard approach for handling design changes near component intersections. Each method
listed in Section 1.2 has a fundamental limitation that prevents its extensive use in
high-fidelity MDO frameworks. Furthermore, these tools’ limitations prevent the use
of component-based design tools such as CAD and CDG in high-fidelity design optimization.
In this paper, we present a new method to update surface meshes near component
intersections. The method applies to both structured and unstructured CFD meshes
and enables component-based design changes near component intersections. Compared
to existing approaches, the proposed method has several advantages. First, the method
is easy to use because it requires minimal setup by the user with no need for fine-tuning
for each configuration.
Second, the method smoothly deforms every surface mesh node near intersections.
Therefore the mesh topology and interpolation weights are preserved when an overset
mesh is used. This results in a numerically smooth design space and avoids the numerical noise issues that arise with methods that modify the overset mesh. With these
improvements, the proposed method enables the use of component-based geometry
tools within high-fidelity design optimization.
Third, the surface mesh deformation algorithm is analytically differentiated. If
the geometry tool also provides analytical derivatives, the method can be used to
compute analytic derivatives of surface node coordinates with respect to the geometric
1

https://github.com/mdolab/idwarp, accessed December 2020
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design variables. On the other hand, if the geometry tool does not provide analytical
derivatives, users can use FD with the geometry tool to obtain the derivatives of points
on the surface with respect to shape design variables. This information can then be
used together with the analytically differentiated surface mesh deformation method
to obtain the derivatives of surface mesh coordinates with respect to shape design
variables.
The remainder of the paper is organized as follows. In Section 2, we detail the
steps required for the proposed method. Because the method contains multiple steps,
we summarize the overall method in Section 2.10. In Section 3, we demonstrate the
capabilities of the method using two example configurations, and in Section 4 we apply
the method to a CFD-based aerodynamic shape optimization case to demonstrate the
effectiveness of the method in an optimization framework. Finally, we present the
conclusions of this study in Section 5.

2

Surface Mesh Deformation Method

The goal of this method to obtain the updated CFD surface mesh node coordinates
xS , given the updated design OML. This can be written as
xS = xS0 + ∆xS0 ,

(1)

where xS0 represents the surface mesh coordinates computed with the initial OML S0 ,
and ∆xS0 is the change in surface coordinates after a design change. We focus on
a single-step approach, where the surface mesh node coordinates for each design are
obtained by computing the displacement ∆xS0 , starting from the initial coordinates
xS0 . The initial surface mesh coordinates xS0 are computed by an external meshing
tool as a pre-processing step, where the surface mesh represents the surface of the
aerodynamic problem. These surface mesh nodes should be sufficiently close to the
actual design OML so that the distances of these points to the CAD surface are within
the meshing tolerance.
The proposed method is implemented using the pySurf module developed by Secco
et al. [38], which contains a wide range of geometric operations defined on triangulated
surfaces and piecewise linear curves. Furthermore, the operations in this module are
differentiated using AD, and we use these differentiated routines to obtain the derivatives of the resulting surface mesh coordinates with respect to the design variables. In
the following sections, we detail each step of the proposed surface mesh deformation
approach and summarize the method in Section 2.10.

2.1

Example Wing-Body Configuration

To visualize each step of the proposed method, we use the DLR-F6 wing-body configuration as an example case [46]. The initial geometry and the surface mesh are shown
in Figures 1a and 1b, respectively. This configuration has a wing-fuselage intersection,
which is a common feature in aircraft configurations. As the design OML is modified during an optimization procedure, the surface mesh nodes need to be modified
6

(a) DLR-F6 wing-body configuration geometry. The geometry of each component is defined
independently and the root section of the wing is visible behind the fuselage.

(b) Surface mesh of the initial design. Only the active cells in the overset mesh are visualized.
The aircraft surface mesh is shown in yellow and the symmetry plane is shown in gray. While
we use a structured mesh in this example, the method is also applicable to unstructured
meshes.
Figure 1: Initial geometry and surface mesh of the DLR-F6 wing-body configuration.

to conform to the updated geometry while preserving the mesh resolution near the
intersection and geometry features.

2.2

Design Changes for Each Component

In this work, we use the FFD approach to parametrize the geometry [15]. Each component has its own FFD volume that controls the design of that component independently
from other components. The FFD volumes for the wing-body configuration, along with
the component geometries for the wing and the fuselage are shown in Figures 2a and 2b,
respectively. Using these FFD volumes, we can parametrize the geometry of each component separately. For example, we can move every FFD control point of the wing to
adjust the wing’s position with respect to the fuselage.
7

(a) FFD volume that parametrizes the wing design. The wing surface is shown in blue, and
the FFD control points are shown in green.

(b) FFD volume that parametrizes the fuselage. The fuselage surface is shown in orange and
the FFD control points are shown in green.
Figure 2: FFD volumes defined for each component. In this work, we displace the FFD
control points to deform the volume inside the FFD boxes to modify the component shape.

To demonstrate each step of the proposed surface mesh deformation method, we
define a local geometric design change on the fuselage near the wing-fuselage intersection, where we control 16 FFD points (Figure 3a). These FFD control points are only
allowed to move in the direction normal to the fuselage surface, and we move these
points away from the fuselage center. This is identical to the parametrization used by
Secco et al. [47]. This design change perturbs a local area of the fuselage outward,
effectively creating a wing fairing, as shown in Figure 3b. This is a large design change
that is not practical; however, it is a good test case to demonstrate the robustness of
the surface mesh deformation method.
Besides the FFD volumes, we create a triangulated surface mesh for each component and track these triangulated mesh nodes using each component’s respective FFD
volumes. To embed the triangulated surface mesh nodes in the respective FFD volumes, we find the parametric coordinates (u, v, w) of the points in the FFD volumes
that are closest to the Cartesian coordinates of the triangulated surface mesh nodes.
Then we track these parametric coordinates as the design is changed by deforming
the FFD volumes [15]. This operation can be viewed as a projection of the triangu-
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(a) The 16 FFD control points (shown in green) move radially away from the fuselage center,
creating a wing fairing around the cylindrical fuselage section. We maintain C1 continuity
with the rest of the fuselage geometry, which is not modified, by keeping at least two control
points stationary in each direction [47].

(b) The geometry resulting from the FFD control point movements is a large design change
that demonstrates the robustness of the method.
Figure 3: A fuselage design change that demonstrates the surface mesh deformation algorithm.

lated surface mesh nodes onto the FFD volumes. The triangulated mesh nodes for
each component only get displaced by that component’s FFD deformations. We use
these triangulated surfaces as the reference component surface when performing several
operations, including finding the intersection curve between the two components.
As we describe in the following sections, during the CFD surface mesh deformation
process, we use these triangulated meshes with a range of geometric operations that
are defined on discrete geometric entities. While all of these operations can also be
performed using continuous definitions of these component surfaces (which are available
in CAD models [48]), we focus on operations on discrete geometries. We prefer this
approach because these operations using discrete surfaces are more robust, and we have
analytically differentiated versions available in the pySurf module [12].
The wing and fuselage triangulated surface meshes for the DLR-F6 configuration are
9

(a) The triangulated surface mesh of the wing includes the wing-root section, which is inside
the fuselage geometry in the combined wing-body configuration.

(b) The triangulated surface mesh of the fuselage includes the region on the fuselage surface
that is covered by the wing intersection in the combined wing-body configuration.
Figure 4: Triangulated surface meshes for the wing and fuselage that are used to define the
component surfaces. Both of these meshes contain an increased resolution near the component
intersection to define an accurate surface description when deforming the CFD surface nodes
around the intersection curve. These triangulated surface meshes only get deformed by the
FFD volumes of the respective components.

shown in Figures 4a and 4b, respectively. These triangulated surface meshes provide
the surface information for each component, including the regions where the CFD
surface mesh is not defined, such as the wing root and the region on the fuselage that
is covered by the wing intersection. The fuselage triangulated surface mesh contains
109 127 nodes, and 217 728 elements, while the wing triangulated surface mesh contains
93 981 nodes and 187 583 elements.
Along with the triangulated surface mesh nodes, we also need to track the CFD
surface mesh nodes with the FFD volumes. The proposed surface mesh deformation
algorithm treats the surface mesh nodes as a cloud of points, that do not have any connectivity or component information. Because of this approach, the method can be used
with structured and unstructured CFD meshes since the only information required for
the method is the coordinates of the surface mesh nodes. However, because there is
no connectivity or component information for any surface node, we need to determine
which surface mesh node should be mapped to which component’s FFD volume. The
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user can provide this information since the node-to-component mappings can be obtained from the meshing tool used to create the CFD surface mesh. However, this
increases the user effort required to set up and use the proposed surface mesh deformation method. Therefore, we avoid this requirement by automatically determining
the CFD node to component mapping.
In the areas away from the wing-fuselage intersection, the node-to-component mapping is straightforward: if the point is inside one FFD volume but outside the others,
the point is tracked by this FFD volume. For example, a CFD surface node near the
wingtip is outside the fuselage FFD volume and inside the wing FFD volume for the
DLR-F6 configuration. Therefore, we can simply embed this point in the wing FFD
volume.
However, the CFD surface points near the wing-fuselage intersection can be inside
both of the FFD volumes. To determine which FFD volume we need to use to track
these points, we simply project these points to both of the triangulated surfaces and
embed the point to the component’s FFD volume that yields a smaller projection
distance. For example, a CFD surface point on the fuselage but near the intersection
would be embedded in the fuselage FFD volume since the projection to the fuselage
surface is guaranteed to yield a smaller projection distance than the projection to the
wing surface.
For the proposed method, the mapping of points on the intersection curve to the
components does not make any difference in the resulting surface mesh, as explained in
the following sections. Therefore, the CFD surface points that are on the intersection
curve can be embedded to either FFD volume, and this can be similarly determined
by the distances to each triangulated surface mesh, where the projection distances for
these points are on the order of the meshing tolerance. Finally, if a point is not inside
any FFD volume, it is not embedded in any FFD, and therefore it is not affected by
the FFD volume deformations.
As the design of each component is modified, we denote the surface mesh displacements caused by the FFD volume deformations as ∆xFFD . If the geometry does not
have any intersecting components, the updated surface coordinates can be obtained
by evaluating the Cartesian coordinates of the embedded points using the parametric
coordinates. However, this would yield an invalid CFD surface mesh near the component intersections. While we compute this displacement for every surface node, this
displacement alone is not sufficient to obtain a valid CFD surface mesh when the component intersections change between design changes. To visualize this, we deform all
CFD surface nodes of the DLR-F6 configuration, shown in Figure 1b, using ∆xFFD
alone. We use the example design change introduced in Figure 3b, and the resulting
surface mesh is shown in Figure 5. This example demonstrates that while the FFD
deformations are sufficient to obtain a valid surface mesh away from component intersections, we need to include an additional treatment for the surface mesh nodes near
the intersection.
While we use the FFD approach in this work, the method applies to other geometry
parametrization approaches, including CAD and CDG tools. To use any geometry tool
with the proposed method, we need to track the CFD and triangulated surface mesh
nodes with that tool. With the FFD approach, this is easy because we can embed
11

Figure 5: Resulting surface mesh with only ∆xFFD using the design change introduced in
Figure 3b, and without any intersection treatment. The figure on the left shows the wing
leading edge viewed from the top side of the aircraft, while the figure on the right shows
the wing trailing edge viewed from the bottom side. This is not a valid CFD surface mesh
because the surface mesh intersects itself, and there are many invalid cells near the wingfuselage intersection.

these points in the FFD volumes. This process is not straightforward with CAD and
CDG tools, where a continuous surface for each component is defined, but there is no
parametric volume that can be used to track the surface points.
The most straightforward approach for this case is to project each point onto the
continuous component surface in the CAD or CDG tool and track the parametric (u, v)
coordinates of these projections as the design changes. This is analogous to embedding
the points in the FFD volumes; when we have continuous component surfaces, we can
project the points onto these continuous surfaces instead of projecting them onto the
FFD volumes.
Beyond this simple approach, there are many available methods in the literature
that can be used to track surface points using continuous surface geometries [31, 32],
and any of these can be used to get the desired result. These methods primarily define a
way to track these surface points on each component separately. The tracking in these
methods can be combined with the surface mesh deformation approach developed in
this paper.

2.3

Computation of the Intersection Curve

The proposed surface mesh deformation algorithm is built around the idea of propagating the displacements of curves of the geometry to the surface mesh nodes as the design
is changed. The first step in this approach is the computation of the displacement of
the intersection curve. To do this, we compute the intersection curve with the baseline
12

Figure 6: Intersection curves with the baseline and the modified design. The perturbation to
the fuselage geometry is shown in translucent yellow. The initial intersection curve is shown
in black, while the updated intersection curve is shown in red. The top two figures show the
three-dimensional views of the leading edge and trailing edge. The bottom left figure shows
the front view, and the bottom right figure shows the rear view of the wing-body intersection.

design once and compute the updated intersection curve as the design is updated. We
use the triangulated surface meshes for this computation, and Secco [12] provides the
details of the intersection curve computation. Figure 6 shows the baseline and updated
intersection curves for the example design change introduced in Figure 3b.
The intersection curve computed with the triangulated surface meshes are piecewise
linear curves that are defined with line elements. Each line element is defined by the
two endpoint coordinates, and we compute the displacement of the curve as the design
is changed using the displacement of the nodes that are used to define the curve. To
define the displacements with this approach, we need to preserve the topology of the
curve and the number of nodes used to determine the curve at each design iteration.
In this context, preserving the curve topology means that the nodes on a segment
of the curve are mapped to the updated nodes on the same segment so that the displacements that are computed on these nodes are consistent between design iterations.
For the example configuration introduced in Section 2.1, the intersection curve between the wing and the fuselage is a closed curve around the wing geometry. For this
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case, preserving the curve topology means that the nodes that define the portion of
the intersection curve on the upper wing surface are mapped to the nodes in the same
location after the design is updated.
To preserve the curve topology, we use features on the intersected components
to split up the intersection curve into segments. We create a segment between each
geometry feature, and with this approach, the displacements computed for the nodes
on the intersection curve are done with the correct location of the updated nodes after
a design change. For the example configuration, the features we use for this step are
the leading edge curve and the upper and lower trailing edge curves of the wing. As
a result, the intersection curve is split into three segments: upper wing, lower wing,
and wing trailing edge. With this approach, the nodes that define the segment on the
trailing edge with the baseline design are mapped to the updated nodes on the trailing
edge. The displacement of these nodes is computed in a consistent way that preserves
the curve topology.
After splitting up the intersection curve into segments, we also need to maintain
the same number of nodes on each segment between design changes to compute the
displacements for each segment. This is done by re-meshing every curve segment.
This step is required because the count and spacing of nodes on each curve segment
can change as the design is changed, as shown in Figure 7a. During this step, we
re-sample nodes on the original curve segments using a constant arc-length spacing, as
shown in Figure 7b. We always use the same number of nodes that is on the original
curve segment of the baseline design as the design is changed. While this approach
modifies the original intersection curve computed using the triangulated surfaces, these
triangulated meshes are much finer than the CFD surface mesh. Therefore, the errors
introduced in this step are negligible compared to the CFD surface mesh resolution.
Maintaining the node counts and spacings enables the computation of displacements for
every node between the baseline and updated designs, shown with arrows in Figure 7c.
We define the re-meshed intersection curve with the baseline design as CI0 and the
re-meshed curve with the updated design as CI . Using these definitions, we define the
displacement of the intersection curve as
∆CI0 = CI − CI0 ,

(2)

which represents the displacements of the intersection curve at each design iteration
relative to the baseline design.

2.4

Computation of Feature Curves

In addition to recomputing and re-meshing the intersection curve, we do the same for
all feature curves of interest at each design iteration. These feature curves include the
edges of the geometry where the component surfaces are C0 continuous, e.g. for a wing
with a blunt trailing edge; these edges consist of the upper and lower trailing edges. On
top of these, the feature curves can also include any other curve of interest, such as the
leading edge curve of a wing. For this case, even though the surface of the wing can be
C1 continuous near the leading edge, the inclusion of this curve maintains the position
of the surface mesh nodes near the leading edge curve with respect to this curve. The
14
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(a) Original curves for the
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shown in gray. The displacement of each node is shown
with an arrow.

Figure 7: Re-meshing procedure for the curve segments on the baseline (blue) and updated
(orange) designs. This step ensures that each segment of the re-meshed intersection curve
has the same number of nodes as the design is modified. With this approach, we compute
the displacements of each node on curve segments as the design is changed.

set of feature curves used in the algorithm is selected by the user and can include any
curve in the geometry. These curves are included in the algorithm to preserve the mesh
topology around important geometry features, as we describe in the following sections.
During the setup phase of the algorithm, we compute the initial feature curves as
we did for the intersection curve. Then, we re-mesh these intersection curves using
the same number of line elements. After the setup phase, we recompute these feature
curves every time the design is updated and again re-mesh them using the same number
of line elements as the original feature curves. Using this approach, we ensure that the
number of line elements used to define each feature curve does not change with the
design changes. We can compute the displacement of the feature curves as
∆CF0 = CF − CF0 ,

(3)

where CF0 represents the union of the feature curves computed with the initial design
and CF represents the union of feature curves computed after a design change.
As the design is changed, we need to compute these feature curves in a consistent
way at each design iteration. For example, if the feature curve is defined to start from
the intersection curve, then the updated feature curve should account for the updated
location of the intersection curve. This can be seen in Figure 8 using the example design
change we consider herein. When the fuselage is perturbed outboard, the intersection
between the wing and the fuselage also moves outboard. As a result, the feature curves
need to be re-meshed, starting from this updated location of the intersection curve.
Similarly, this re-meshing is also done for the portion of the feature curves that are
on the other side of the component intersection, i.e., inside the fuselage in our example
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Figure 8: Wing geometry feature curves that are outside the fuselage geometry. The figures
on the top show the baseline design, where the feature curves are plotted in black. The
bottom figures show the updated design, where the updated feature curves are plotted in
red. The figures on the left show the front view of the intersection region, while the figures
on the right show the rearview. The design change in the fuselage is shown in translucent
yellow.

(see Figure 9). This ensures that the CFD surface cells that are left inside the fuselage
are also displaced in a consistent way. While these cells are not active in the overset
mesh [49], they also need to be deformed consistently to obtain a consistent volume
mesh.

2.5

Curve-Based Surface Mesh Deformation

The most important step of the proposed surface mesh deformation algorithm is the
inverse-distance weighted deformation of the CFD surface nodes using the intersection
and feature curves’ displacements. The goal of this step is to deform the surface mesh
nodes so that the nodes on the intersection and feature curves follow the displacement
of these curves exactly. The nearby nodes are deformed in a consistent way to preserve
the mesh topology.
To deform the surface mesh nodes near intersections, we use the deformations of
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Figure 9: Wing geometry feature curves that are outside the fuselage geometry. The figures
on the top show the baseline design, where the feature curves are plotted in black. The
bottom figures show the updated design, where the updated feature curves are plotted in
red. The figures on the left show the front view of the intersection region, while the figures
on the right show the rearview. The design change in the fuselage is shown translucent yellow.
In addition to the leading and trailing edge curves, we also compute the curve that defines
the wing root.

both the intersection and feature curves. These are piecewise linear curves that are
defined by line elements. We refer to the union of these curves as C. The curves
computed with the initial design are denoted as CS0 , and the displacements defined on
these curves after a design change are denoted as ∆CS0 . Finally, we refer to the point
coordinates that define the line elements used to form these curves as p. Similarly, the
coordinates computed with the initial design are denoted as pS0 and the displacements
after a design change are denoted as ∆pS0 .
Inverse distance-based mesh deformation approaches have been used to update the
CFD volume meshes for a given displacement field on the CFD surface meshes [42–44].
Shepard [50] presented one of the first studies that use this approach to interpolate
irregularly spaced data. While many improved versions are available, the simplest form
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of an inverse distance based deformation approach can be written as
P
wj (xS0 ,i )∆pS0 ,j
j
P
,
∆xdeform,i =
wj (xS0 ,i )

(4)

j

where ∆xdeform,i is the displacement evaluated at the ith surface mesh node with coordinates xS0 ,i , given the displacements of the points ∆pS0 ,j that define CS0 . The two
summations include a weighting function wj (xS0 ,i ) that is defined as
wj (xS0 ,i ) =

1
xS0 ,i − pS0 ,j

m,
2

(5)

where, xS0 ,i − pS0 ,j 2 is the Euclidean distance between the evaluation coordinate
xS0 ,i and the j th point used to define CS0 . In this formulation, this distance is raised
to the power m, usually set to 3. This weighting function can be modified to include
additional terms, such as the inverse of the Euclidean distance raised to additional
powers; however, we use m = 3 in this work for simplicity.
The inverse-distance based deformation approaches define a displacement field,
given the displacement of a point set. In the context of these approaches, the seeds are
the locations where the displacements are prescribed, and the evaluation points are the
locations where the displacement field is evaluated. For example, in a volume mesh
deformation approach, where the surface mesh nodes’ displacements are propagated
to the volume mesh, the surface mesh nodes are the seeds, and the remaining volume
mesh nodes are the evaluation points.
The deformation approach introduced in Equation (4) is suitable for applications
where the CFD volume nodes need to be deformed using the displacement of the CFD
surface nodes. However, the surface mesh deformation method we introduce in this
paper deforms the surface mesh nodes given the displacements on curves, not points.
Therefore, this point-based inverse distance weighting approach is not suitable for the
proposed method.
To demonstrate the shortcomings of this point-based deformation method in our
application, we consider the following example. Suppose we have four nodes and three
line elements that define a piecewise linear curve. We want to deform a point that
is on the curve using the displacements defined on this curve. However, the point is
positioned in the middle of one line element, as shown in Figure 10a. In our surface
mesh deformation process, we want this point to precisely follow the displacement of
the curve so that it remains on the curve. As an example design change, we move the
center two points that define the curve upward, while the two points on the two edges
of the curve are moved downward. After this change, the updated coordinates of the
points that define the feature curves are as shown in Figure 10b. If we use a pointbased deformation approach, the point initially on the curve does not follow the curve
directly. This is because the displacement of this point is affected by the displacement
of all points that define the curve.
This example is analogous to having CFD surface nodes on the feature curves of
the original design. While we may have many CFD nodes on these intersection and
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Figure 10: Canonical example demonstrating the shortcomings of the point-based deformation approach. There are four points in the initial design that define a piecewise linear curve
with three line elements (blue in Figure 10a). We want to deform the orange node located
on this curve using the displacements of the curve. With a point-based deformation approach, the orange node does not follow the line segment that it was originally located on
(Figure 10b). However, with a curve-based deformation approach, we can deform the orange
point to directly follow the displacement of the line element it is located on (Figure 10c).

feature curves, these CFD surface nodes are not necessarily co-located with the points
that define these curves. As a result, if we use a point-based deformation approach,
the CFD nodes initially on the intersection and feature curves are not guaranteed to
follow these curves’ displacements. As a result, the deformed surface mesh nodes do
not accurately represent these curves, yielding an invalid surface mesh.
To address this problem, we propose a curve-based mesh deformation approach.
With this approach, instead of a summation over the points, we use an integral over
curves. This is equivalent to a summation over an infinite collection of points that
form CS0 . This curve-based deformation method can be written as
R
w(xS0 ,i , t)∆CS0 (t)Ldt
∆xdeform,i =

CS0

R

w(xS0 ,i , t)Ldt

,

(6)

CS 0

where we use the parametric variable t ∈ [0, 1] to traverse these curves and L is the
total length of the curve CS0 . Using this approach, the weight w now depends on both
the coordinate of evaluation and the parameter t. This weight can be written as
w(xS0 ,i , t) =

1
,
||xS0 ,i − CS0 (t)||m
2

(7)

where ||xS0 ,i − C0 (t)||2 is the distance between the point on the curve CS0 defined at
parameter t, and similarly to the point-based approach, we raise this expression to the
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Figure 11: Resulting surface mesh using the displacements of ∆xdeform . While the surface
mesh conforms with the intersection and feature curves, it does not conform to the surfaces.

power of m. Again, we set m = 3 for simplicity; however, combinations of other m
values could be used. Using this curve-based deformation approach, we can see that
the point that was initially on the curve in our example problem follows the curve
after the curve is displaced, as shown in Figure 10c. In Appendix A we detail the
computation of the terms in Equation (6).
Using Equation (6), we compute ∆xdeform for every point in the original surface
mesh. With this approach, the intersection and feature curves are the seeds, and the
surface mesh nodes are the evaluation points in the curve-based deformation method.
The resulting surface mesh using ∆xdeform to deform the surface mesh nodes for the
example configuration is shown in Figure 11. In the same figure, we also plot the
updated intersection and feature curves, and the figure demonstrates how the nodes
that were initially on these feature curves follow the curves, while the nodes away from
these curves are deformed to maintain a consistent mesh topology. However, while the
nodes near the intersection and feature curves conform to the updated geometry, the
nodes in other locations on the geometry do not.
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2.6

Combining the Deformations

After obtaining the two displacement fields ∆xFFD and ∆xdeform , we combine these
using a blending function. The combined displacement for the ith surface mesh node
can be written as
∆xblend,i = f (di )∆xFFD,i + (1 − f (di ))∆xdeform,i ,

(8)

where f (di ) ∈ [0, 1] is the blending function, and di is the distance between the ith
surface mesh node and the intersection curve of the baseline design.
This step has three goals: First, we want the resulting displacement field to be
equal to the displacement field given by ∆xdeform on the intersection curve. Second,
we want the displacement field to be equal to the displacement field given by ∆xFFD
away from the intersection curve. Third, we want to have a smooth transition from
∆xdeform to ∆xFFD as the distance from the intersection curve increases. To achieve
these goals, we define the blending function to have the value of one for large di values
and a value of zero where di = 0. While there are many ways to define this function
with these specifications, we define f over di ∈ [0, ∞) as
 
3
d?comp

di

,
if
d
<
0.5
i
?

d
/2
2

comp
 ?
3
−di
d?comp
(9)
f (di ) = 1 − 0.5 dcomp
≤ di < d?comp ,
if
?

d
/2
2
comp


1
otherwise.
This formulation satisfies the requirements for f , while being C1 continuous over the
whole domain. In this approach, we define a d?comp value for each component, which is
used to control the distance where the contribution from ∆xdeform is propagated on the
surface mesh. When computing f (di ) for the ith surface mesh node, we use the d?comp
value of the component that the point was mapped to, as described in Section 2.2.
For CFD surface nodes on either component, if the distance to the intersection
curve is greater than d?comp , then f has the constant value of one. Therefore, there is no
contribution from ∆xdeform when computing ∆xblend . Because of this, there is no need
to compute ∆xdeform for most of the surface nodes, and we only compute this term if the
distance to the intersection curve is smaller than the d?comp of the component where this
point was mapped. This approach reduces the number of unnecessary computations
because computing ∆xdeform is one of the most costly parts of the method, as shown
in Section 3.2.
The d?comp controls how far from the intersection curve the effects of the curvebased deformation are propagated. Therefore, the selection of this parameter for each
component is essential. On the one hand, a larger d?comp value increases the range of
design changes that can be achieved with the method, as presented in Section 3.1. On
the other hand, a larger d?comp value also increases the area where the effects of the
surface mesh deformation algorithm is propagated. This can result in the undesired
displacement of some surface mesh nodes, and additional feature curves need to be
included in the curve-based displacement step to avoid this problem.
For example, the surface mesh nodes on the top and bottom of the fuselage geometry
lie on the symmetry plane used for the CFD simulations, as shown in Figure 1b. If
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the d?fuselage parameter is selected such that the surface nodes on the symmetry plane
is within this distance from the intersection curve, ∆xblend for these nodes include a
contribution from ∆xdeform . This moves these nodes away from the symmetry plane
as the design is changed; however, these nodes must stay on the symmetry plane to
obtain a valid CFD mesh. There are two approaches to avoid this problem: First,
the curves that define the upper and lower edge of the fuselage can be included in
the set of feature curves introduced in Section 2.4. This would preserve the location
of the points that were originally on the symmetry plane; however, this approach
increases the complexity of setting up the method for a configuration and increases the
computational cost of updating the surface mesh. The second approach is to pick a
d?fuselage value that is smaller than the distance from the intersection curve to any of
the surface nodes that are on the symmetry plane. This approach limits the range of
design change that can be achieved; however, it also limits the area where the surface
mesh deformation algorithm’s effects are propagated. As a result, the ∆xblend for the
nodes on the symmetry plane does not include a contribution from ∆xdeform , and the
nodes remain on the symmetry plane after the design is changed.
With the fuselage component, we use the second approach and pick a d?fuselage that
is smaller than the minimum distance from the intersection curve to the nodes on
the symmetry plane. With the example configuration we use herein, we use a d?fuselage
value that is equal to 80.86% of the fuselage radius. Similarly, we set the d?wing value
to 25.61% of the semi-span, which is smaller than the distance from the intersection
curve to the Yehudi break. This limits the changes on the surface mesh nodes on the
wing to remain within the inboard portion of the wing before the Yehudi break. This
value is larger than the distance from the intersection curve to the wing nodes on the
symmetry plane, and we include the edges of the wing on the symmetry plane in the
set of feature curves as described in Section 2.4 to maintain the nodes on the symmetry
plane.
The combined displacement field ∆xblend for the example wing-body configuration
is shown in Figure 12. The surface mesh conforms to the intersection curves; however,
it does not conform to the component geometries near the intersection. Away from
the intersection curve, where f (di ) is equal to one, the cells conform to the component
geometries since the displacement does not include any contribution from the curvebased deformation. As a result of this step, the surface mesh nodes on the intersection
curve and the nodes away from the intersection curve conform to the updated geometry,
while the points that are near the intersection curve but not on it do not conform to
the updated geometry. However, despite this discrepancy, this intermediate stage mesh
is used for further operations introduced in the following sections to obtain a surface
mesh that conforms with the updated geometry everywhere.
While the deformation ∆xblend conforms with the updated intersection curve, and
the component geometries away from the intersections, it does not necessarily conform
to the updated feature curves. The example design change we introduced in Section 2.2
is not sufficient to demonstrate this effect because all the feature curves are straight
lines. Therefore, to demonstrate this type of discrepancy, we introduce an arbitrary
modification to the twist distribution on the wing, in addition to the fuselage perturbation, as shown in Figure 13a. With this design change, we twist the wing in the positive
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Figure 12: Resulting displacement field after blending between the FFD volume and curvebased mesh deformation displacements. The displaced surface mesh is shown translucent
yellow, while the component geometries are shown in gray. With these displacements, the
mesh conforms with the intersection curve itself, while the surface mesh nodes do not conform
to the component geometries near the intersection curve. Similarly, the surface mesh nodes
conform to the component geometries away from the intersection.

direction in the region between the fuselage and the Yehudi break, while twisting the
wing in the negative direction near the wing root and tip. In this context, a positive
twist moves the wing leading edge up and the trailing edge down with respect to the
rotation axis, which is defined as the quarter-chord line.
The upper and lower trailing edge curves with the original design are straight lines
with no curvature. By modifying the wing twist distribution, we create a curvature
on the upper and lower trailing edge curves to highlight the discrepancy between the
geometry and ∆xblend . When we plot ∆xblend using this design change, we can see
that the surface mesh nodes that were initially on the upper and lower trailing edge
curves do not conform to the updated feature curves (Figure 13b). This discrepancy
is because of the curvature on the trailing edge, along with the span-wise perturbation
of the intersection curve as we modify the fuselage design.
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(a) Geometry with the modified twist-distribution for the wing, along with the perturbation
to the fuselage introduced in Figure 3b. The updated wing geometry is shown in blue, while
the original wing geometry is shown in translucent gray. The fuselage geometry is shown in
orange. The modified twist distribution creates a curvature to the originally straight trailing
edge.

(b) Surface mesh displaced with ∆xblend , along with the true geometry of the component.
The surface mesh is shown in translucent yellow, while the true geometry is shown in blue.
The intersection and feature curves of the true geometry are shown in red. The figure
demonstrates how the CFD surface mesh nodes that were initially on these feature curves
are not located on the curves after displacing them with ∆xblend .
Figure 13: The change in wing twist creates a curvature in the trailing edge curves, as seen
in Figure 13a. We use this design change to demonstrate how displacing the surface mesh
nodes using ∆xblend does not guarantee that points that were initially on the feature curves
to remain on the corresponding curves.

2.7

Projection to Feature Curves

To remove the discrepancy shown in Figure 13b, we project the points that were initially
located on the intersection and feature curves onto the updated locations of the curves
after displacing these nodes using ∆xblend . To do this, we need to determine which
surface points are located on the intersection and feature curves during the setup phase
of the method. We do this by determining the points that are within a small tolerance
from the original curves CS0 . We denote the original locations of these points as xCS0 .
The updated coordinates of these points after the projection can be written as
xC = PC (xCS0 + ∆xdeform,CS0 ),

(10)

where ∆xblend,CS0 are the blended displacements for the points originally on CS0 , and
PC is the operator for the projection onto the updated curves C.
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Figure 14: The surface mesh nodes that were located on the feature curves with the original
design. The location of these points after displacing them with ∆xblend is shown in black,
while the projected points are shown in yellow. Red lines show the updated intersection and
feature curves.

The projection resulting from the design change shown in Figure 13a is shown in
Figure 14. Because the CFD surface nodes on the feature curve are located on the
intersection curve even after displacing them with ∆xblend , we do not need to project
these back to the intersection curve. Each point is projected to the intersection curve
it was initially on, and this prevents points that were initially on the lower trailing
edge from getting projected to the upper trailing edge curve.

2.8

Point-Based Deformation

The displacement of CFD nodes resulting from the projection step introduced in the
previous section can be written as
∆xC = xC − (xCS0 + ∆xblend,CS0 ).

(11)

This displacement is only defined for the points that were originally on intersection
and feature curves. Therefore, we need to propagate these changes to the points that
are not originally located on these curves. We denote the coordinates of CFD surface
nodes that are not mapped to the intersection or feature curves with the initial design
as xCS0 and the union of xCS0 and xCS0 is the full set of CFD surface points xS0 .
0
0
Using the displacements of the points that were projected to updated feature curves,
we deform the remaining CFD nodes using a point-based deformation approach. In
this step, the projected points are the seeds, and the remaining surface mesh nodes are
the evaluation points. The displacement for the ith node of the points that were not
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Figure 15: Surface mesh displacements resulting from the point-based deformation approach
used to propagate the changes introduced with the curve projections. The surface mesh now
conforms with the updated intersection and feature curves; however, it still does not conform
to the updated component surfaces.

projected to these curves can be written as
P
wj (xCS0 ,i )∆xC,j
0
j
P
,
∆xC 0 ,i =
wj (xCS0 ,i )

(12)

0

j

which is similar to the formulation introduced in Equation (4). In this formulation, we
compute the weights wj as
wj (xCS0 ,i ) =
0

1
xCS0

0

,i − xCS0 ,j

m,

(13)

2

where, ||xCS0 ,i − xCS0 ,j ||2 is the Euclidean distance between the evaluation coordinate
0
xCS0 ,i , and xCS0 ,j is the j th point that was projected to the intersection and feature
0
curves in the previous step. We only use this point-based deformation for points on
components with a feature curve included in the surface mesh deformation approach.
If the ith point is on a component that does not have a feature curve that is near the
intersection, then we set ∆xC 0 ,i to zero. Once these displacements are included, we refer
to the CFD surface mesh node coordinates as xcurve . This is because the surface mesh
conforms with the updated intersection and feature curves, and it does not necessarily
conform to the updated surfaces.
Figure 15 demonstrates the resulting surface mesh after this point-based deformation step. We have moved the CFD surface mesh nodes to conform to both the
intersection and feature curves due to the curve-projection and point-based deformation. In the example configuration, because we do not have any feature curves on
the fuselage, we do not compute the point-based deformation displacement introduced
in Equation (12) for the nodes that were initially on the fuselage geometry. At this
stage, while the surface mesh nodes that were initially on the intersection and feature
curves conform to the updated curves, the surface mesh itself does not conform to the
component surfaces, as shown in Figure 15.
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2.9

Projection Back to Surfaces

As the final step of the method, we project the CFD surface nodes xcurve to the updated
component surfaces S. This process can be written as
x = PS (xcurve ),

(14)

where PS is the projection operator to the updated component surfaces. Because
xcurve conforms with the intersection and feature curves, the projection of the nodes
located on these curves are simply the previous coordinates of these points, while
the points that were originally located on the surfaces are projected to obtain an
accurate representation of the underlying geometry. We obtain a valid CFD surface
mesh that conforms with both the updated intersection and feature curves and the
updated component surfaces after this operation.
Figure 16 shows the final CFD surface mesh that would be obtained from the design
change introduced in Figure 13a. Starting from the initial CFD surface mesh shown
in Figure 1b, the method deforms the CFD surface nodes that are within d?comp of
the intersection curve on both components to conform to the updated geometry. The
nodes that are located more than d?comp from the intersection are only moved with
the deformation of the FFD volumes. After this step, we can use a volume mesh
deformation approach [44] with the final displacements of the surface mesh to obtain
an updated volume mesh for the CFD solver.

2.10

Summary and Generalization of the Proposed Method

The proposed surface mesh deformation method consists on the following steps to
deform an original CFD surface mesh to conform to the updated geometry of the
design:
1. Compute geometric design changes for each component using a component-based
tool (Section 2.2).
2. Update the intersection curve between the intersecting components (Section 2.3).
3. Update the feature curves that are included in the curve-based deformation performed in the next step (Section 2.4).
4. Compute the displacements of the surface mesh nodes with respect to the displacements of the intersection and feature curves using the curve-based mesh
deformation approach (Section 2.5).
5. Combine the deformations from the design changes for each component and the
curve-based deformation using a blending function (Section 2.6).
6. Project the points that were originally on intersection and feature curves onto
the updated curves (Section 2.7).
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Figure 16: Updated CFD surface mesh after projecting the nodes to the component surfaces
using the design change introduced in Figure 13a. The updated surface mesh conforms both
with the updated curves and surfaces.

7. Deform the points that were originally on surfaces with a point-based deformation
approach using the displacements of the points in the previous step (Section 2.8).
8. Project the resulting points onto the updated component surfaces (Section 2.9).
In this work, we demonstrate each step of the method with our implementation
using the FFD approach [15] for the component-based design changes, and the pySurf
module [12] to perform the geometric operations required for the method. However,
for each step of the method, the implementation can use other tools and approaches.
For Step 1, we can use a CAD or CDG tool instead of the FFD approach. With these
tools, the triangulated surface mesh can still be tracked, or the continuous geometry
representations available can be used to perform the geometric operations needed by
the method. The mesh deformation approaches used in Steps 4 and 7 can be extended
to include additional terms that account for the local design changes, element rotations,
or both [44]. Finally, the blending function used in Step 5 can be modified to obtain a
better displacement field before the projection steps.
The method is applicable to arbitrary design changes and geometries as long as
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the geometric topology does not change. The example configuration we introduced in
Section 2.1 is representative of a wide range of design problems that arise with the
design of commercial aircraft configurations. While this configuration only has a single
intersection curve, this method can be generalized for configurations with multiple
intersections.
There are there two possible approaches to handle geometries with multiple intersections. If the multiple intersections are sufficiently far from each other so that the
localized surface mesh deformation for one intersection does not affect the other, the
two intersections can be handled independently. Our implementation of the method
uses an object-oriented approach, and therefore, we can include an arbitrary number
of intersection regions for each configuration. On the other hand, if two or more intersections are close to each other, so that the localized changes affect overlapping
regions, the approach needs to be modified. For such cases, we can consider the localized changes introduced by the combination of multiple intersections, rather than
treating each intersection separately. To accomplish this, the multiple intersections
and feature curves can be considered simultaneously in the curve-based deformation
performed in Step 4. However, the distance from the intersection curve required for
the blending function used in Step 5 should be modified to be the distance from the
closest intersection curve. With these modifications, the method can be used to handle
configurations where there are multiple intersections.
One of the main challenges of implementing the proposed method is the computation of the updated intersection and feature curves. At each design point, these curves
need to be recomputed using a consistent topology to compute the displacements of
each line element that defines the original curve. For the example configuration, we
introduced in Section 2.1, this can be done by re-meshing the updated intersection
curve between the features on the wing geometry. For wings with blunt trailing edges,
these are the leading edge, along with the upper and lower trailing edges. For arbitrary
configurations, a consistent mapping of the intersection curves between design iterations can either use features on components as we introduced or use features of the
underlying CAD geometry to compute the displacement of the intersection and feature
curves.

3

Results

This section demonstrates the range of design changes that can be achieved with the
method and analyzes its computational cost.

3.1

Range of Design Changes

The proposed surface mesh deformation method can handle arbitrary design changes
for either of the intersecting components. Furthermore, the method provides an approach to model the parts of the components that are originally located inside another
component, unlike some previous methods where a reconstruction or an extrapolation
step is required to represent parts of the geometry for such cases [33]. This is achieved
with the triangulated surface mesh of each component. For example, the wing-root ge29

ometry of the DLR-F6 configuration is originally located inside the fuselage. However,
suppose any design change exposes this geometry by moving these surfaces outside the
fuselage component. In that case, the method is still able to accurately represent the
region of the wing geometry that was originally inside the fuselage.
Despite the flexibility of handling arbitrary design changes, the surface mesh deformation method introduced herein has two main factors that limit the range of geometric
design changes that can be achieved. First of all, while the method guarantees that
the updated surface mesh conforms with the updated geometry, the surface mesh cells’
area and quality are not guaranteed to be preserved. As the geometry is modified from
the initial geometry, the overall quality of the mesh degrades because the initial surface
mesh was tailored for the initial geometry. This imposes a limit on the range of the
geometric changes that yield a valid surface mesh.
Secondly, the method cannot handle changes that modify the topology of the geometry. As previously mentioned in Section 1.2, a consistent geometric topology means
that the components that intersect each other with the original design also intersect
when the design is updated, and the components that do not intersect originally do not
form a new intersection as the design is updated. While the previous limitation due to
the degradation of the surface mesh quality is the most common bottleneck that limits
the range of design changes, any design change introduced with the method must also
preserve the configuration’s geometric topology.
This section quantifies the range of design changes that can be achieved with the
proposed method using two example configurations. We use a structured overset surface mesh for both of these configurations and compute two metrics for every cell in
the surface mesh. The first metric of interest is the area of the cells. To compute each
cell area, we first compute the cross product between the two diagonal vectors on each
element, and take half of the magnitude of the resulting vector. The second metric
of interest is the cell quality, and to compute the quality of the quadrilateral surface
cells, we use an adaptation of the 2 × 2 × 2 determinant metric used in the ICEM CFD
software [51]. To compute this metric, we compute the area of the element at all four
corners by computing the magnitude of the cross product using the two edges that
define the corner. Using these four area values for each cell, we compute the quality
as the ratio of the minimum area divided by the maximum area computed on the four
corners of the element.
For each example configuration, we compute the area and quality for every surface
cell using the baseline design, written as A0,i and Q0,i for the ith cell, respectively.
After modifying the surface mesh using the proposed method, we again compute the
area and quality, written as Ai and Qi for the ith cell, respectively. For a valid updated
CFD surface mesh, we enforce the requirement that the cell area and quality for any
cell do not go below 10% of the original value for that cell. To enforce this, we define
the minimum ratios of area Rmin,A and quality Rmin,Q as
Ai
,
i A0,i
Qi
= min
,
i Q0,i

Rmin,A = min
Rmin,Q
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(15)

where both ratios are equal to one when there are no geometric design changes. For
the example cases, we demonstrate the limit for any design change is determined by
finding the point where either Rmin,A or Rmin,Q first reach a value of 0.1.
3.1.1

Wing-Body Configuration of a Commercial Transport Aircraft

The first example configuration is the DLR-F6 wing-body geometry introduced in Section 2.1. Despite being a relatively simple configuration, the intersection between the
wing and the fuselage represents a wide range of geometries that exhibit intersections
between components. In this work, we use the geometry introduced by Brodersen [46],
a wind-tunnel model of a twin-engine wide-body aircraft. The fuselage diameter and
wing-span of the model are 148.4 mm and 1171.3 mm, respectively. The wing trailing
edge has a kink located at 235.1 mm span-wise from the fuselage centerline, and the
root chord is 240.1 mm.
With this configuration, we consider four geometric design changes: the fuselage
perturbation introduced in Figure 3a, wing mounting angle about the quarter chord,
and horizontal and vertical displacement of the wing with respect to the fuselage.
Figure 17 shows the changes in the minimum ratio of area and quality as the design
is modified. For the design changes introduced here, the cells’ minimum area ratio
decreases faster than the minimum quality ratio. For larger design changes, this can
lead to volume mesh cells with negative volumes in the final CFD mesh. Despite the
reduction in cell areas, the method can obtain a valid surface mesh as the geometry is
modified significantly.
Figure 18 shows the limiting design change for the fuselage perturbation introduced
in Figure 3a. This limit of 50.50 mm is larger than the original perturbation of 40 mm
used in Section 2. In this figure, the contours represent the change in area for each
cell compared to the original surface mesh. The color red represents the regions where
the surface cell areas increase. The color blue represents the regions where the surface
cell areas decrease compared to the original surface mesh. This figure shows two bands
around the wing mesh with multiple cells that obtain a smaller area. The outboard
band is due to the blending function, while the inboard band is due to the nonlinear
geometric change. Furthermore, this design change increases the cell areas on the
upper and lower side of the fuselage near the wing. This is an extreme example that
visualizes the limits of the design change; however, the original CFD surface mesh can
be modified to increase resolution in these areas to prevent loss of accuracy in the CFD
simulations using such design changes.
Similarly, figures 19a, 19b and 19c show the range of design changes for the wing
mounting angle, horizontal and vertical displacement of the wing, respectively. In these
figures, we highlight the original location of the wing in translucent yellow and use the
same color scheme to highlight the change in cell areas compared to the original surface
mesh. For these design changes, the limiting factor is the region on the fuselage mesh,
where the surface cells are decreasing due to the wing displacement. While the design
ranges obtained with the current case is enough for high-fidelity design optimization,
the ranges can be extended by increasing the d?fuselage parameter, which controls how far
from the intersection curve the displacements are propagated on the fuselage surface
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(a) Fuselage perturbation introduced in Figure 3a. The perturbation distance corresponds to displacing the FFD control points
by that amount radially outward from the
fuselage center. The displacement shown in
Figure 3b is 40 mm.
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(b) Wing mounting angle defined by the quarter chord line of the wing. To achieve this
design change, every wing FFD control point
(Figure 2a) is rotated about the quarter-chord
line. A positive mounting angle corresponds
to displacing the leading edge upward and the
trailing edge downward.
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(c) Horizontal displacement of the wing. A (d) Vertical displacement of the wing. A pospositive displacement corresponds to moving itive displacement corresponds to moving the
the wing toward the aft of the aircraft.
wing upward.
Figure 17: Minimum ratio of area and quality over each cell as the design is changed. The
minimum ratio metric corresponds to the largest reduction in the area or quality metrics for
any cell in the surface mesh compared to the baseline design. In this work, we consider a
mesh to be a valid surface mesh if both of the minimum ratio for area and quality are above
0.1. The model has a semi span of 585.65 mm and a fuselage diameter of 148.4 mm.

mesh. In the current case, the d?fuselage is selected such that the cells on the symmetry
plane near the lower fuselage are not affected by the curve-based deformation. To
further increase the d?fuselage parameter for this case, we can include the feature curves
that define this symmetry plane, and this would result in a wider range of possible
design changes while preserving the symmetry plane used in the CFD simulations.
3.1.2

T-shaped Hydrofoil

The second example configuration is a T-shaped hydrofoil (T-foil) geometry developed
by Liao et al. [52], similar to the model presented by Binns et al. [53]. These hy32

Figure 18: Limit of fuselage perturbation, which is equal to perturbing all 16 FFD control
points in Figure 3a away from the fuselage by 50.50 mm, which is equal to 0.34 fuselage
diameters. The contours visualize the change in area for each cell compared to the baseline
surface mesh. Red regions highlight the cells that have a larger area, and blue regions
highlight the cells that have a smaller area after the surface mesh update.

drofoils are commonly used in marine applications [54–56]. We use this configuration
to demonstrate the method’s flexibility in applications other than an aircraft wingfuselage intersection. The T-foil is composed of two distinct surfaces, as shown in
Figure 20a. The vertical surface is called the strut, and the horizontal one is called the
foil. Both of these surfaces have a NACA 0012 cross-section. The foil geometry has
a root chord length of 140 mm, a tip chord length of 95 mm, and a span of 660 mm.
The strut geometry has a constant chord length of 135 mm and a height of 400 mm.
Figure 20a also shows the overset surface mesh used for the T-foil, which contains
55 016 surface cells. The d? parameters for the strut and the foil are set to 100 mm
and 40 mm, respectively. Figure 20b shows the triangulated surface meshes used for
the foil and strut, which contain 110 415 and 88 922 nodes and 220 826 and 177 550
elements respectively. Figure 21 shows the original foil-strut intersection curve, along
with the feature curves we use for the surface mesh deformation method, which are the
leading and trailing edge curves for the foil and the strut.
The design change of interest is foil rotation while preserving the strut geometry. We
rotate the foil about the leading edge because of the tight spacing between the foil and
the strut geometries near the leading edge, while the trailing edge of the intersection
has some spacing on the foil geometry to allow for this design change, as shown in
Figure 21. The foil can also be translated in the vertical direction as it is rotated to
achieve a similar effect of rotating about quarter chord. However, we only consider
rotating the foil geometry in this example. Similar to the previous configuration, a
positive rotation corresponds to moving the foil trailing edge downward.
The triangulated surface mesh for the strut is extended past the foil geometry
to rotate the foil in the positive direction, as shown in Figure 20b. This approach
enables us to define the strut geometry as the foil rotates, even though the initial
CFD surface mesh does not have any information about the strut geometry after the
foil-strut intersection.
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(a) Limits of wing mounting angle. The minimum (left) and maximum (right)
limiting values are equal to -7.42 and 5.46 degrees, respectively. Because the wing
mounting angle is modified about the quarter-chord line, the trailing edge of the
wing is displaced more than the leading edge, and this causes the fuselage cells near
the trailing edge to be the limiting factor.

(b) Limits of horizontal wing displacement. The minimum (left) and maximum
(right) limiting values are equal to -18.94 and 19.06 mm, respectively. These ranges
are equal to -7.89% and 7.94% wing-root chords, respectively.

(c) Limits of vertical wing displacement. The minimum (left) and maximum (right)
limiting values are equal to -14.66 and 19.10 mm, respectively. These ranges are
equal to -6.10% and 7.95% wing-root chords, respectively.
Figure 19: Range of design changes with the wing mounting position. The original wing
position is shown in translucent yellow. In these figures, the contours visualize the change
in area for each cell, compared to the baseline surface mesh. Red regions highlight the cells
with a larger area, and blue regions highlight the cells with a smaller area after the surface
mesh update.

Similar to the DLR-F6 configuration, we compute the minimum ratios of area and
quality for the surface mesh cells. The changes in minimum ratios as the design is
modified are shown in Figure 22. Figure 23 shows the range of available design changes
with the method. This is mainly constrained because of the tight spacing between the
34

(a) Surface mesh for the T-foil configuration.
Only the active cells in the overset mesh are
shown. The geometry consists of two sections:
the strut (vertical surface) and the foil (horizontal surface).

(b) Triangulated surface meshes for the strut
and the foil, shown in blue and orange, respectively. The strut mesh is extended in the
negative z-direction to allow for the motion of
the foil in this direction.

Figure 20: CFD surface mesh and the triangulated surface meshes used for the T-foil configuration.

Figure 21: Intersection and feature curves used for the T-foil geometry. The figure on the
left highlights the leading edge, while the figure on the right highlights the configuration’s
trailing edge. The foil is rotated about the leading edge because of the tight spacing of the
leading edge between the foil and the strut.

foil-strut intersection and the foil trailing edge. As the foil is rotated, the spacing in
this region reduces further, and this causes the CFD surface cells on this region to
get smaller, limiting the range of the design change. Despite this constraint, the foil
geometry can be rotated by about 10 degrees in either direction, which demonstrates
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Figure 22: Minimum ratio of area and quality over each cell as the foil rotates. The minimum
ratio metric corresponds to the largest reduction in the area or quality metrics for any cell in
the surface mesh compared to the baseline design. We consider a mesh to be a valid surface
mesh if both of the minimum ratios for area and quality are above 0.1.

the method’s robustness even when the clearances between the geometric features are
small.

3.2

Computational Performance

In the context of high-fidelity design optimization, the computational performance of
each component in the design framework is essential because hundreds of design iterations may be required to converge to an optimal design. The proposed surface-mesh
deformation algorithm contains multiple steps, and the computational performance of
each step is crucial for the overall design framework’s performance.
There are several computationally demanding steps in the proposed algorithm. Our
implementation relies on the pySurf module for the computation of the intersection
curve, projection to surfaces and curves, and re-meshing feature curves. In the pySurf
module, these operations are implemented using the Fortran 90 language, and the
module uses several optimizations to decrease the cost of these computations [12].
Besides these geometric operations, the curve- and point-based deformation approaches introduced in Sections 2.5 and 2.8, respectively, require large numbers of
operations. For both of these, the displacement of the seeds is used to compute a displacement field, which is evaluated at the evaluation points, as described in Sections 2.5
and 2.8. For the curve-based deformation step (Section 2.5), the seeds are defined by
the displacements of the line elements that define the intersection and feature curves.
Using these seeds, we compute the displacement field at every CFD surface mesh node
within d? distance from the intersection curve for each component. Similarly, for the
point-based deformation step (Section 2.8), the seeds are the displacements of the
nodes that are projected onto feature curves. Using these, we compute the displacements at the CFD nodes that were originally located on surfaces. For both of these
computations, we use weighing functions that are based on the inverse distance of the
evaluation points with respect to the seeds as shown in equations (7) and (13). Both of
these terms need to be computed for every combination of seeds and evaluation points.
There are two approaches to compute these weighing terms. The first approach is
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(a) Limits of foil rotation. The original foil position is shown in translucent
yellow. The minimum (left) and maximum (right) limiting values are equal
to -10.44 and 10.10 degrees, respectively.

(b) Detailed view of the trailing edge of the strut-foil intersection for the
two limiting design changes presented in Figure 23a. Because the foil is
rotated about the leading edge, the trailing edge of the foil moves forward.
As a result, the surface cells on the foil geometry near the intersection
are compressed, which is the main limiting factor for the range of design
changes.
Figure 23: Range of design changes with the foil rotation. In these figures, the contours show
the change in area for each cell compared to the baseline surface mesh. Red regions highlight
the cells that have a larger area, and blue regions highlight the cells that have a smaller area
after the surface mesh update.

to compute them once during the first evaluation of the algorithm in an optimization
framework and store them for subsequent design iterations. This is possible because
both of these weighing functions depend on the seeds and the evaluation points’ original
locations, so their values do not change. This results in an implementation that has
higher memory usage. The second approach is to compute the weighing terms at each
design iteration without storing them, which requires less memory usage but more
computational effort. In our implementation, we use the second approach. At each
design iteration, we compute the weighing terms using vectorized operations in Python.
Since both deformation methods are explicit, the evaluation of the displacement
field at a given evaluation point does not depend on the others. As a result, the displacement field can be computed separately for each evaluation point in parallel. The
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seeds are identical across processors, and each processor only computes the displacement field for the set of evaluation points it contains.
To parallelize the surface mesh deformation method, we simply use the domain decomposition of the CFD solver. The CFD surface mesh is distributed among processors
using the domain decomposition of the CFD volume mesh. The triangulated surface
mesh is duplicated on each processor in our implementation, but this step can also be
parallelized.
Table 1 lists the computational cost of each step in the surface mesh deformation
method. For these measurements, we use the wing-body configuration introduced in
Section 2.1. The computations are performed on four Skylake nodes of the Electra
supercomputer at the NASA Ames Research Center. Each node contains 40 cores,
and we use a total of 160 processors for this case. In the timing results for each step
of the surface mesh deformation method, we report the slowest processor’s timing.
The total surface mesh deformation time is measured by synchronizing every processor
at the beginning, and the end of the surface mesh update and measuring the time
between after each synchronization point. Therefore, the total reported time can be
less than the sum of individual step timings. This is because there are few collective
communications required for the method, and the slowest processor is not guaranteed
to be the same across every step of the method.
Besides the cost of the algorithm, we also report the computational cost of deforming
the volume mesh and performing one CFD simulation using the resulting mesh in
Table 1. The flow conditions and the computational framework used for this case are
detailed in Section 4, and these performance metrics are representative of one design
evaluation. Using these results, we can see that the relative cost of the surface-mesh
deformation algorithm is around 2% of the computational effort of one CFD simulation.
Because of the low relative cost of the surface mesh deformation method compared to the CFD simulations, we did not include any additional code optimizations.
However, the implementation could be further optimized in a number of ways. First,
instead of using vectorized operations in Python, which is an interpreted programming
language, the curve and point-based deformation steps could be performed using a
compiled programming language such as Fortran 90. Second, a better parallelization
approach could be used. Our implementation uses the domain decomposition of the
CFD solver, but this is not guaranteed to yield a perfect load balancing between processors. This is because while the CFD solver does try to balance the surface mesh
distribution across processors in addition to balancing the number of volume cells, the
surface mesh nodes near intersecting components require many additional computations compared to the surface mesh nodes away from the intersections. As a result,
while the total number of surface mesh nodes might be well balanced, the total number
of nodes for which the intersection treatment is applied might not be equally distributed
among processors. This can be solved by performing another load balancing step for
the nodes that are within d? distance from the intersections. Finally, the curve and
point-based deformation methods can be modified in a similar way as described by
Luke et al. [43]. With this approach, for each evaluation point, the displacement seeds
far away from the evaluation point can be aggregated, which reduces the total number
of operations required for each evaluation point.
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Table 1: Wall time required for each step of the surface mesh algorithm, along with the wall
time of the volume mesh deformation and CFD simulation. The timing for the blending
step (Section 2.6) is not included because these operations are included in the curve-based
deformation step (Section 2.5). The surface mesh contains 21 080 surface cells and the volume
mesh contains about 1.1 million volume cells. The surface mesh algorithm cost is comparable
to the volume mesh deformation algorithm cost, and the surface and volume mesh deformation
costs are about 1.6% and 0.8% of the CFD simulation cost, respectively.
Section
2.2
2.3
2.4
2.5
2.6
2.7
2.8
2.9

Step

Wall time (s)

Component-based design changes
Intersection curve computation
Feature curve computation
Curve-based deformation
Blending the two displacement fields
Projection to curves
Point-based deformation
Projection to surfaces
Total surface mesh deformation
Volume mesh deformation
CFD simulation

4

0.103
0.578
0.027
0.368
–
0.005
0.031
0.689
1.762
0.822
107.533

Optimization of a Wing-Body Junction

To demonstrate the proposed method’s capabilities in the context of an aerodynamic
shape optimization (ASO) problem, we optimize the wing-fuselage intersection of the
DLR-F6 configuration. The baseline design has a large area of flow separation on the
upper skin of the wing near the fuselage at the cruise condition. There are several drag
computation studies for this configuration [46, 57, 58], along with efforts to design a
wing-fairing to reduce the amount of separation near the fuselage intersection [35, 36,
38, 59].
In this work, we optimize the wing-fuselage intersection of the DLR-F6 configuration
using the proposed surface mesh deformation method. With this ASO study, we only
modify the fuselage design and do not change the wing design. This study is not
meant to be a benchmark for the ASO of the wing-fuselage intersection of the DLR-F6
configuration. Our only goal is to demonstrate the effectiveness of the surface mesh
deformation approach.

4.1

Computational Framework

The ASO framework we use in this work is MACH-Aero. This framework is a subset of
tools available in the MDO of aircraft configurations with high fidelity (MACH) framework, which was developed for aerostructural design optimization [60]. MACH-Aero is
an open-source, high-performance optimization framework that has been extensively
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Table 2: Optimization problem definition.

minimize
with respect to

subject to

Variable/Function

Description

Quantity

CD

Drag coefficient

1

−4◦ ≤ α ≤ 10◦
0 mm ≤ nFuselage ≤ 40 mm

Angle of attack
Perturbation to the fuselage FFD points
Total

1
16
17

CL = 0.5

Lift coefficient at cruise

1

used for high-fidelity aerodynamic shape optimization studies [4, 5, 61, 62].2 In this
optimization study, we use the FFD approach to define component-based design variables [15]. To define design variables for the fuselage geometry, we use the 16 FFD
points introduced in Figure 17a. This design parametrization is identical to that of
Secco et al. [38].
At each design iteration, we use the surface mesh deformation method proposed
herein to obtain an updated CFD surface mesh. Then, we use the mesh deformation
approach described by Secco et al. [44] to propagate the displacements of the surface
mesh to the volume mesh. To analyze the design at each iteration, we use ADflow,
which is an open-source CFD solver that can solve RANS equations on structured
overset meshes [63].3 The adjoint implementation in ADflow enables us to evaluate the
derivatives of functions of interest with respect to design variables efficiently [64]. Finally, we use SNOPT [65] as the optimizer for this study, through the Python interface
pyOptSparse [66].4 The optimization study was performed using four Skylake nodes
on the Electra supercomputer at the NASA Ames Research Center.

4.2

Optimization Problem Definition

The optimization problem minimizes the drag coefficient (CD ) of the DLR-F6 configuration at the nominal cruise condition (Mach number of 0.75 and a Reynolds number
of 5 × 106 ). We include a constraint on the lift coefficient such that CL = 0.5 and an
angle of attack design variable. The 16 FFD control points on the fuselage FFD volume (Figure 3a) are used to parametrize the fuselage geometry near the wing-fuselage
intersection. The control points are allowed to individually move radially outward from
the fuselage center to prevent shrinking the fuselage design compared to the original
surface [47]. Table 2 details the optimization problem, along with the design variable
bounds.
The CFD volume mesh we use is the coarse level mesh used by Secco [12], and it
contains about 1.1 million volume cells. Similarly to previous work [12, 38], we use the
2

https://github.com/mdolab/MACH-Aero, accessed December 2020
https://github.com/mdolab/adflow, accessed December 2020
4
https://github.com/mdolab/pyoptsparse, accessed December 2020
3
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(a) Top-front view.

(b) Rear view.

Figure 24: Optimized geometry with updated intersection curve highlighted in red.

SA-R-QCR2000 turbulence model [67–69] for the RANS formulation. At each design
iteration, we converge the CFD solver residuals by 12 orders of magnitude relative to the
free-stream residual norm using the approximate Newton–Krylov solver in ADflow [70].
Similarly, we converge the adjoint solution by the same relative amount. For the surface
mesh deformation method, we use the same configuration and triangulated surface
meshes we used for the example design changes in Section 2.

4.3

Optimization Results

The optimization converged in 29 iterations with a feasibility of 5.3 × 10−8 . The
initial and final optimality values are 7.5 × 10−3 and 6.9 × 10−6 , respectively. The
final feasibility and optimality metrics are below the prescribed tolerance of 10−5 . The
baseline and optimized designs result in 290.59 and 284.19 counts of drag at CL = 0.5
(one drag count corresponds to CD ×104 ). This is equivalent to a 2.2% reduction in CD .
This result is not meant to be a benchmark value for the DLR-F6 optimizations, and it
is reported to demonstrate the capabilities of the surface mesh deformation method in
an optimization framework. Compared to previous optimizations performed by Secco
[12], there are several improvements in the framework responsible for the lower drag
obtained herein.
The optimizer perturbs the fuselage design, which results in a modified intersection
curve between the wing and the fuselage (Figure 24). The surface mesh on both the
fuselage and the wing is modified to accommodate the changing intersection curve;
however, the wing geometry is identical to the baseline geometry. The optimizer successfully removes the separation region near the intersection, which is the primary
source of reduction in drag (Figure 25). This result demonstrates the effectiveness of
the method in an ASO framework.
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Figure 25: Pressure coefficient distributions of the baseline (left) and optimized (right) geometries. The region where the flow is separated is highlighted in red. The optimizer removed
separation near the wing-fuselage intersection by perturbing the fuselage geometry.

5

Conclusions

This paper introduced a surface mesh deformation method that can update the CFD
surface meshes near component intersections. The method consists of the eight steps
summarized in Section 2.10. We demonstrated each step using an example configuration that is representative of many aircraft configurations. Compared to previous
approaches, the method smoothly deforms the CFD surface mesh without introducing any topological changes to the overset mesh. This prevents difficulties that can
arise because of the numerical noise caused by these topological changes, making it
suitable to use within ASO frameworks. Using two example configurations, we demonstrated the range of design changes obtained with the method and studied the ASO of
a wing-fuselage intersection. The method applies to both structured and unstructured
CFD meshes and makes it possible to use CAD and CDG tools in high-fidelity design
optimization.
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A

Computation of the Curve-Based Deformation

The curve-based deformation step introduced in Section 2.5 relies on the computation
of two integrals in the nominator and denominator in Equation (6). The equation can
be written again using a simplified notation for a general case as
R
w(x, t)∆C(t)L dt
C
R
,
(16)
∆x =
w(x, t)L dt
C

where C represents the original location of the curve and ∆C is the displacement defined
on this curve, such that C + ∆C yields the updated coordinates of the curve. Using
these displacements, the method computes the displacement of a given point x, using
a weighted averaging based on the inverse distance of the point to the curve. The
parameter t ∈ [0, 1] is used to traverse the curve C with length L and the weight w can
be written as
1
w(x, t) =
,
(17)
||x − C(t)||m
2

where m is an exponent, which set to 3 in this work. In the next two sections, we
inspect the behavior of this approach for the special case when the evaluation point
x is located on the curve C and detail the computation of the terms for this method
when the curve C is defined using line elements.

A.1

Special Case for Points Located on Curves

The weighting function has a finite value as long as the evaluation point x is not on
the curve C. For the special case where the evaluation point is on the curve and m > 0,
the weighing function tends to infinity as the parameter t → t∗ , where the evaluation
point x is co-located with the point C(t∗ ). This can be written as
lim w(x, t) = lim

t→t∗

t→t∗

1
→ ∞.
||x − C(t)||m
2

(18)

As a result, the two integrands we define also tend to infinity as t → t∗ , which results
in two improper integrals.
The integrations over the curve C, which is defined in t = [0, 1], can be split into
two at t = T , which results in
RT
∆x =

w(x, t)∆C(t)L dt +

0

RT

w(x, t)L dt +

0

R1
T
R1
T
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w(x, t)∆C(t)L dt
.
w(x, t)L dt

(19)

Then, we substitute t = −s for the two integrals that go from T to 1, and reverse the
integration limits, which yields
RT
∆x =

−T
R

w(x, t)∆C(t)L dt +

w(x, −s)∆C(−s)L ds

−1

0

RT

w(x, t)L dt +

−T
R

(20)

w(x, −s)L ds

−1

0

.

For the special case where x is co-located with C(t∗ ) and m ≥ 1, these integrals do not
converge; however, ∆x can be computed using the L’Hôpital’s rule as
RT
∆x = lim−

w(x, t)∆C(t)L dt +

−1

0

RT

T →t∗

w(x, t)L dt +

= lim−
T →t∗

= lim−
T →t∗

T
R

w(x, −s)∆C(−s)L ds

−T
R
−1

0
d
dT

−T
R

w(x, −s)L ds

w(x, t)∆C(t)L dt +

−T
R
−1

0
d
dT

T
R

w(x, t)L dt +


w(x, −s)∆C(−s)L ds

−T
R
−1

0

(21)


w(x, −s)L ds

2w(x, T )∆C(T )L
2w(x, T )L

= ∆C(t∗ ).
This result means that when x is initially co-located with C(t∗ ), the displacement
∆x computed using Equation (16) results in the displacement of the curve at t = t∗ ,
which is the desired behavior demonstrated in Figure 10. With this approach, the
surface mesh nodes that are initially located on the intersection and feature curves
directly follow the displacements of these curves.

A.2

Computation of the Integrals over Piecewise Linear Curves

In our application, the curve C is defined using a union of line elements. Using this
definition, the two integrals introduced in Equation (16) can be computed as a sum
over every line element, where we compute the integral for each line element separately.
Without loss of generality, we consider the case where the curve C is defined using
a single line element, with endpoints xA and xB . In this case, we use the parameter
t ∈ [0, 1] to traverse this line element, and the coordinate along this line element can
be written as
C(t) = xA (1 − t) + xB t,
(22)
such that C(0) = xA = (xA , yA , zA ) and C(1) = xB = (xB , yB , zB ) in Cartesian coordinates. Similarly, we can write the displacement of the curve as
∆C(t) = ∆xA (1 − t) + ∆xB t,
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(23)

where ∆xA and ∆xB are the displacements of the points that define the line element.
Using these definitions, we can re-write ∆x as
∆xA

R1
0

∆x =

R1
w(x, t)L dt + (∆xB − ∆xA ) w(x, t)Lt dt
0

R1

.

(24)

w(x, t)L dt

0

The terms ∆xA and ∆xB correspond to the displacements defined at the two endpoints
of the line and can be taken out of the integrals because they do not depend on the
parameter t. This expression can be evaluated by evaluating the two integrals that
appear, which can be defined as
Z1
I1 =

Z1
w(x, t)L dt,

I2 =

0

w(x, t)Lt dt.

(25)

0

In this work, m = 3 in the definition of w (17); therefore, we specialize the exact
integration of these terms for this value. In this case, we can write the two integrals as
Z1
I1 =
0

Z1
I2 =
0

L
dt =
||x − C(t)||32
Lt
dt =
||x − C(t)||32

Z1
0

Z1
0

L
dt,
||x − (xA (1 − t) + xB t, )||32

(26)

Lt
dt.
||x − (xA (1 − t) + xB t, )||32

By expressing the evaluation point x as (x, y, z) in Cartesian coordinates, the 2-norm
that appears in the denominator of both integrals can be written as
||x − (xA (1 − t) + xB t, )||2 = (at2 + bt + c)1/2 ,

(27)

a = L2 = (xB − xA )2 + (yB − yA )2 + (zB − zA )2 ,
b = 2((xB − xA )(xA − x) + (yB − yA )(yA − y) + (zB − zA )(zA − z)),
c = (xA − x)2 + (yA − y)2 + (zA − z)2 .

(28)

where

With these definitions, the two integrals can be analytically computed as
1
√
√
√
2(2at + b) a
2(2a + b) a
2b a
p
√ ,
√
=− 2
+
I1 = −
(b − 4ac) a + b + c (b2 − 4ac) c
(b2 − 4ac) t(at + b) + c 0
1
√
√
√
2(2bt + c) a
2(2b + c) a
2c a
p
√
√ .
I2 =
=
−
(b2 − 4ac) t(at + b) + c 0 (b2 − 4ac) a + b + c (b2 − 4ac) c

(29)

In this formulation, the terms a + b + c and c can have small negative values because of
machine precision errors. Therefore, when computing the square roots of these terms,
45

we set them to zero if they are less than
with nonzero imaginary
√ zero to prevent2 results √
2
parts. Finally, the terms (b − 4ac) a + b + c and (b − 4ac) c can have a value of
zero. This is problematic because these terms appear in the denominators. Therefore,
we subtract a small number  = √
10−50 from the denominators.
We subtract  instead of
√
adding it, because the result of a + b + c and c are guaranteed to be non-negative,
while the term b2 − 4ac ≤ 0. With these considerations, we can robustly compute the
terms required for the curve-based displacement approach introduced in Equation (6).
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